
DATA-CENTER DESIGN AND INTERCONNECTION NETWORKS 

 

A data center is often built with a large number of servers through a huge interconnection 

network. the design of large-scale data centers and small modular data centers that can be housed 

in a 40-ft truck container.  

Warehouse-Scale Data-Center Design 

a data center that is as large as a shopping mall (11 times the size of a football field) 

under one roof. Such a data center can house 400,000 to 1 million servers. A small data center 

could have 1,000 servers. The approximate monthly cost to operate a huge 400-server data center 

is estimated by network cost $13/Mbps; storage cost $0.4/GB; and administration costs. 

Data-Center Construction Requirements 

Most data centers are built with commercially available components. An off-the-shelf 

server consists of a number of processor sockets, each with a multicore CPU and its internal 

cache hierarchy, local shared and coherent DRAM, and a number of directly attached disk 

drives. The DRAM and disk resources within the rack are accessible through first-level rack 

switches and all resources in all 

 

 

racks are accessible via a cluster-level switch. Consider a data center built with 2,000 servers, 

each with 8 GB of DRAM and four 1 TB disk drives. Each group of 40 servers is connected 

through a 1 Gbps link to a rack-level switch that has an additional eight 1 Gbps ports used for 

connecting the rack to the cluster-level switch. 



the bandwidth available from local disks is 200 MB/s, whereas the bandwidth from off-

rack disks is 25 MB/s via shared rack uplinks. The total disk storage in the cluster is almost 10 

million times larger than local DRAM. 

Cooling System of a Data-Center Room 

The data-center room has raised floors for hiding cables, power lines, and cooling 

supplies. The cooling system is somewhat simpler than the power system. The raised floor has a 

steel grid resting on stanchions about 2–4 ft above the concrete floor. 

 

 

The under-floor area is often used to route power cables to racks, but its primary use is to 

distribute cool air to the server rack. The CRAC (computer room air conditioning) unit 

pressurizes the raised floor plenum by blowing cold air into the plenum. 

The cold air escapes from the plenum through perforated tiles that are placed in front of 

server racks. Racks are arranged in long aisles that alternate between cold aisles and hot aisles to 

avoid mixing hot and cold air. The hot air produced by the servers circulates back to the intakes 

of the CRAC units that cool it and then exhaust the cool air into the raised floor plenum again. 

Typically, the incoming coolant is at 12–14°C and the warm coolant returns to a chiller. Newer 

data centers often insert a cooling tower to pre-cool the condenser water loop fluid. Water-based 

free cooling uses cooling towers to dissipate heat. The cooling towers use a separate cooling loop 

in which water absorbs the coolant’s heat in a heat exchanger. 

  



Data-Center Interconnection Networks 

A critical core design of a data center is the interconnection network among all servers in 

the datacenter cluster. This network design must meet five special requirements: low latency, 

high bandwidth, low cost, message-passing interface (MPI) communication support, and fault 

tolerance. 

Application Traffic Support 

The network topology should support all MPI communication patterns. Both point-to-

point and collective MPI communications must be supported. The network should have high 

bisection bandwidth to meet this requirement. 

 

Network Expandability 

The interconnection network should be expandable. With thousands or even hundreds of 

thousands of server nodes, the cluster network interconnection should be allowed to expand once 

more servers are added to the data center. the network should be designed to support load 

balancing and data movement among the servers. The topology of the interconnection should 

avoid such bottlenecks. 

However, the design could be very challenging when the number of servers increases 

sharply. The most critical issue regarding expandability is support of modular network growth 

for building data-center containers One single data-center container contains hundreds of servers 

and is considered to be the building block of large-scale data centers. 

Data centers are not built by piling up servers in multiple racks today. Instead, data-center 

owners buy server containers while each container contains several hundred or even thousands of 

server nodes. The owners can just plug in the power supply, outside connection link, and cooling 

water, and the whole system will just work. This is quite efficient and reduces the cost of 

purchasing and maintaining servers. One approach is to establish the connection backbone first 

and then extend the backbone links to reach the end servers. One can also connect multiple 

containers through external switching and cabling. 

Fault Tolerance and Graceful Degradation 

The interconnection network should provide some mechanism to tolerate link or switch 

failures. Fault tolerance of servers is achieved by replicating data and computing among 

redundant servers. Both software and hardware network redundancy apply to cope with potential 

failures. One the software side, the software layer should be aware of network failures. 

Switch-centric Data-Center Design 

At the time of this writing, there are two approaches to building data-center-scale 

networks: One is switch centric and the other is server-centric. In a switch-centric network, the 

switches are used to connect the server nodes. The switch-centric design does not affect the 

server side. No modifications to the servers are needed. The server-centric design does modify 



the operating system running on the servers. Special drivers are designed for relaying the traffic. 

Switches still have to be organized to achieve the connections. 

 

Modular Data Center in Shipping Containers 

A modern data center is structured as a shipyard of server clusters housed in truck-towed 

containers. 

 

 

Container Data-Center Construction 

The data-center module is housed in a truck-towable container. The modular container 

design includes the network, computer, storage, and cooling gear. One needs to increase cooling 

efficiency by varying the water and airflow with better airflow management. Another concern is 

to meet seasonal load requirements. The construction of a container-based data center may start 

with one system (server), then move to a rack system design, and finally to a container system. 

The container must be designed to be weatherproof and easy to transport. Modular data-

center construction and testing may take a few days to complete if all components are available 

and power and water supplies are handy. The modular data-center approach supports many cloud 

service applications 

Interconnection of Modular Data Centers 

Container-based data-center modules are meant for construction of even larger data 

centers using a farm of container modules. The following example is a server-centric design of 

the data-center module. 



The servers are represented by circles, and switches by rectangles. The BCube provides a 

layered structure. The bottom layer contains all the server nodes and they form Level 0. Level 1 

switches form the top layer of BCube0. BCube is a recursively constructed structure. The 

BCube0 consists of n servers connecting to an n-port switch. The BCubek (k ≥ 1) is structured 

from n BCubek−1 with nk n-port switches. The example of BCube1 is illustrated where the 

connection rule is that the i-th server in the j-th BCube0 connects to the j-th port of the i-th Level 

1 switch. The servers in the BCube have multiple ports attached. This allows extra devices to be 

used in the server. 

 

 

 

Data-Center Management Issues 

 Here are basic requirements for managing the resources of a data center. 

•  Making common users happy The data center should be designed to provide quality 

service to the majority of users for at least 30 years. 

•  Controlled information flow Information flow should be streamlined. Sustained services 

and high availability (HA) are the primary goals. 

•  Multiuser manageability The system must be managed to support all functions of a data 

center, including traffic flow, database updating, and server maintenance. 

•  Scalability to prepare for database growth The system should allow growth as workload 

increases. The storage, processing, I/O, power, and cooling subsystems should be 

scalable. 

•  Reliability in virtualized infrastructure Failover, fault tolerance, and VM live migration 

should be integrated to enable recovery of critical applications from failures or disasters. 

•  Low cost to both users and providers The cost to users and providers of the cloud system 

built over the data centers should be reduced, including all operational costs. 

• Security enforcement and data protection Data privacy and security defense mechanisms 

must be deployed to protect the data center against network attacks and system interrupts 

and to maintain data integrity from user abuses or network attacks. 



•  Green information technology Saving power consumption and upgrading energy 

efficiency are in high demand when designing and operating current and future data 

centers. 

 

ARCHITECTURAL DESIGN OF COMPUTE AND STORAGE CLOUDS 

Cloud Platform Design Goals 

Scalability, virtualization, efficiency, and reliability are four major design goals of a 

cloud computing platform. Cloud management receives the user request, finds the correct 

resources, and then calls the provisioning services which invoke the resources in the cloud. The 

cloud management software needs to support both physical and virtual machines. 

 

The platform needs to establish a very large-scale HPC infrastructure The hardware and 

software systems are combined to make it easy and efficient to operate. If one service takes a lot 

of processing power, storage capacity, or network traffic, it is simple to add more servers and 

bandwidth. System reliability can benefit from this architecture. 

 

Enabling Technologies for Clouds 

 

 

 These technologies play instrumental roles in making cloud computing a reality. Most 

of these technologies are mature today to meet increasing demand. In the hardware area, the 

rapid progress in multicore CPUs, memory chips, and disk arrays has made it possible to build 

faster data centers with huge amounts of storage space. Resource virtualization enables rapid 

cloud deployment and disaster recovery. Service-oriented architecture (SOA) also plays a vital 

role. Progress in providing SaaS, Web 2.0 standards, and Internet performance have all 

contributed to the emergence of cloud services. Today’s clouds are designed to serve a large 



number of tenants over massive volumes of data. The availability of large-scale, distributed 

storage systems is the foundation of today’s data centers. Of course, cloud computing is greatly 

benefitted by the progress made in license management and automatic billing techniques in 

recent years. 

A Generic Cloud Architecture 

 

 

 

The Internet cloud is envisioned as a massive cluster of servers. These servers are 

provisioned on demand to perform collective web services or distributed applications using data-

center resources. The cloud platform is formed dynamically by provisioning or deprovisioning 

servers, software, and database resources. Servers in the cloud can be physical machines or VMs. 

The cloud computing resources are built into the data centers, which are typically owned 

and operated by a third-party provider. Consumers do not need to know the underlying 

technologies. In a cloud, software becomes a service. The cloud demands a high degree of trust 

of massive amounts of data retrieved from large data centers. We need to build a framework to 

process large-scale data stored in the storage system. This demands a distributed file system over 

the database system. Other cloud resources are added into a cloud platform, including storage 

area networks (SANs), database systems, firewalls, and security devices. Web service providers 



offer special APIs that enable developers to exploit Internet clouds. Monitoring and metering 

units are used to track the usage and performance of provisioned resources. 

The software infrastructure of a cloud platform must handle all resource management and 

do most of the maintenance automatically. Software must detect the status of each node server 

joining and leaving, and perform relevant tasks accordingly. Cloud computing providers, such as 

Google and Microsoft, have built a large number of data centers all over the world. Each data 

center may have thousands of servers. The location of the data center is chosen to reduce power 

and cooling costs. Thus, the data centers are often built around hydroelectric power. The cloud 

physical platform builder is more concerned about the performance/price ratio and reliability 

issues than shear speed performance. 

 

Layered Cloud Architectural Development 

 

 

The architecture of a cloud is developed at three layers: infrastructure, platform, and 

application.  These three development layers are implemented with virtualization and 

standardization of hardware and software resources provisioned in the cloud. 

The infrastructure layer is built with virtualized compute, storage, and network resources. 

The abstraction of these hardware resources is meant to provide the flexibility demanded by 

users. Internally, virtualization realizes automated provisioning of resources and optimizes the 



infrastructure management process. The platform layer is for general-purpose and repeated usage 

of the collection of software resources. This layer provides users with an environment to develop 

their applications, to test operation flows, and to monitor execution results and performance. The 

platform should be able to assure users that they have scalability, dependability, and security 

protection. In a way, the virtualized cloud platform serves as a ―system middleware‖ between the 

infrastructure and application layers of the cloud. 

The application layer is formed with a collection of all needed software modules for SaaS 

applications. Service applications in this layer include daily office management work, such as 

information retrieval, document processing, and calendar and authentication services. The 

application layer is also heavily used by enterprises in business marketing and sales, consumer 

relationship management (CRM), financial transactions, and supply chain management. It should 

be noted that not all cloud services are restricted to a single layer. Many applications may apply 

resources at mixed layers. After all, the three layers are built from the bottom up with a 

dependence relationship. 

 

Market-Oriented Cloud Architecture 

 

 

Users or brokers acting on user’s behalf submit service requests from anywhere in the 

world to the data center and cloud to be processed. The SLA resource allocator acts as the 

interface between the data center/cloud service provider and external users/brokers. It requires 

the interaction of the following mechanisms to support SLA-oriented resource management. 

When a service request is first submitted the service request examiner interprets the submitted 

request for QoS requirements before determining whether to accept or reject the request. 



The request examiner ensures that there is no overloading of resources whereby many service 

requests cannot be fulfilled successfully due to limited resources. It also needs the latest status 

information regarding resource availability (from the VM Monitor mechanism) and workload 

processing (from the Service Request Monitor mechanism) in order to make resource allocation 

decisions effectively. Then it assigns requests to VMs and determines resource entitlements for 

allocated VMs. 

The Pricing mechanism decides how service requests are charged. For instance, requests 

can be charged based on submission time (peak/off-peak), pricing rates (fixed/changing), or 

availability of resources (supply/demand). Pricing serves as a basis for managing the supply and 

demand of computing resources within the data center and facilitates in prioritizing resource 

allocations effectively. The Accounting mechanism maintains the actual usage of resources by 

requests so that the final cost can be computed and charged to users. In addition, the maintained 

historical usage information can be utilized by the Service Request Examiner and Admission 

Control mechanism to improve resource allocation decisions. 

The VM Monitor mechanism keeps track of the availability of VMs and their resource 

entitlements. The Dispatcher mechanism starts the execution of accepted service requests on 

allocated VMs. The Service Request Monitor mechanism keeps track of the execution progress 

of service requests. Multiple VMs can be started and stopped on demand on a single physical 

machine to meet accepted service requests, hence providing maximum flexibility to configure 

various partitions of resources on the same physical machine to different specific requirements of 

service requests. In addition, multiple VMs can concurrently run applications based on different 

operating system environments on a single physical machine since the VMs are isolated from 

one another on the same physical machine. 

 

Architectural Design Challenges 

Cloud computing is powerful network architecture intended to perform large-scale, 

complex operations. There are many challenges which need to be addressed during its 

architectural design. 

1—Service Availability and Data Lock-in Problem  

Cloud is not managed by a single company which would be source of single points of 

failure. Multiple cloud providers are work together to achieve high availability (HA). Even if a 

company has multiple data centers located in different geographic regions, it may have common 

software infrastructure and accounting systems. Therefore, using multiple cloud providers may 

provide more protection from failures. Another availability obstacle is distributed denial of 

service (DDoS) attacks which make services unavailable to intended users. Some utility 

computing services offer SaaS providers the opportunity to defend against DDoS attacks by 

using quick scale-ups. 

Software stacks have improved interoperability among different cloud platforms, but the APIs 

itself are still proprietary. The obvious solution is to standardize the APIs so that a SaaS 



developer can deploy services and data across multiple cloud providers. This will rescue the loss 

of all data due to the failure of a single company. In addition to mitigating data lock-in concerns, 

standardization of APIs enables a new usage model in which the same software infrastructure 

can be used in both public and private clouds. Such an option could enable ―surge computing,‖ in 

which the public cloud is used to capture the extra tasks that cannot be easily run in the data 

center of a private cloud. 

2—Data Privacy and Security Concerns 

 Current cloud offerings are essentially public (rather than private) networks, exposing 

the system to more attacks. Many obstacles can be overcome immediately with well understood 

technologies such as encrypted storage, virtual LANs, and network middle boxes (e.g., firewalls, 

packet filters). Many nations have laws requiring SaaS providers to keep customer data and 

copyrighted material within national boundaries. 

Traditional network attacks include buffer overflows, DoS attacks, spyware, malware, 

rootkits, Trojan horses, and worms. In a cloud environment, newer attacks may result from 

hypervisor malware, guest hopping and hĳacking, or VM rootkits. Another type of attack is the 

man-in-the-middle attack for VM migrations. In general, passive attacks steal sensitive data or 

passwords. Active attacks may manipulate kernel data structures which will cause major damage 

to cloud servers. 

3—Unpredictable Performance and Bottlenecks 

 Multiple VMs can share CPUs and main memory in cloud computing, but I/O sharing is 

problematic. It is required to improve I/O architectures and operating systems to efficiently 

virtualize interrupts and I/O channels. Internet applications continue to become more data-

intensive. If we assume applications to be ―pulled apart‖ across the boundaries of clouds, this 

may complicate data placement and transport. Data transfer bottlenecks must be removed, 

bottleneck links must be widened, and weak servers should be removed for minimizing the cost. 

4—Distributed Storage and Widespread Software Bugs 

 The database is always growing in cloud applications. The opportunity is to create a 

storage system that will not only meet this growth, but also combine it with the cloud advantage 

of scaling arbitrarily up and down on demand. This demands the design of efficient distributed 

SANs. Data centers must meet programmers’ expectations in terms of scalability, data durability, 

and HA. Data consistence checking in SAN-connected data centers is a major challenge in cloud 

computing. 

Large-scale distributed bugs cannot be reproduced, so the debugging must occur at a 

scale in the production data centers. No data center will provide such a convenience. One 

solution may be a reliance on using VMs in cloud computing. The level of virtualization may 

make it possible to capture valuable information in ways that are impossible without using VMs. 

Debugging over simulators is another approach to attacking the problem, if the simulator is well 

designed.   



  



PUBLIC CLOUD PLATFORMS: GAE, AWS, AND AZURE 

Public Clouds and Service Offerings 

Google App Engine (GAE) 

Google has the world’s largest search engine facilities. The company has extensive 

experience in massive data processing that has led to new insights into data-center design. and 

novel programming models that scale to incredible sizes. Google has hundreds of data centers 

and has installed more than 460,000 servers worldwide. 

Google Cloud Infrastructure 

Google has pioneered cloud development by leveraging the large number of data centers 

it operates. For example, Google pioneered cloud services in Gmail, Google Docs, and Google 

Earth, among other applications. Notable technology achievements include the Google File 

System (GFS), MapReduce, BigTable, and Chubby. 

GAE Architecture 

 

Google cloud platform which has been used to deliver the cloud services highlighted 

earlier. GFS is used for storing large amounts of data. MapReduce is for use in application 

program development. Chubby is used for distributed application lock services. BigTable offers 

a storage service for accessing structured data. 

Users can interact with Google applications via the web interface provided by each 

application. Third-party application providers can use GAE to build cloud applications for 

providing services. The applications all run in data centers under tight management by Google 

engineers. Inside each data center, there are thousands of servers forming different clusters. 

 



Functional Modules of GAE 

 The GAE platform comprises the following  five major components. 

 The datastore offers object-oriented, distributed, structured data storage services based 

on BigTable techniques. The datastore secures data management operations.  

 The application runtime environment offers a platform for scalable web programming 

and execution. It supports two development languages: Python and Java. 

 The software development kit (SDK) is used for local application development. The 

SDK allows users to execute test runs of local applications and upload application code. 

 The administration console is used for easy management of user application 

development cycles, instead of for physical resource management.  

 The GAE web service infrastructure provides special interfaces to guarantee flexible use 

and management of storage and network resources by GAE. 

 

 

Amazon Web Services (AWS) 

  

Amazon has been a leader in providing public cloud services  Amazon applies the IaaS model in 

providing its services. EC2 provides the virtualized platforms to the host VMs where the cloud 

application can run. S3 (Simple Storage Service) provides the object-oriented storage service for users. 

EBS (Elastic Block Service) provides the block storage interface which can be used to support traditional 

applications. SQS stands for Simple Queue Service, and its job is to ensure a reliable message service 

between two processes. Amazon (like Azure) offers a Relational Database Service (RDS) with a 

messaging interface. AWS Import/Export allows one to ship large volumes of data to and from EC2 by 

shipping physical disks. 

 



 

AWS Offerings 

 

 

Microsoft Windows Azure 

Microsoft launched a Windows Azure platform to meet the challenges in cloud computing. This 

platform is built over Microsoft data centers. Windows Azure offers a cloud platform built on Windows 

OS and based on Microsoft virtualization technology. Applications are installed on VMs deployed on the 

data-center servers. Azure manages all servers, storage, and network resources of the data center. On 

top of the infrastructure are the various services for building different cloud applications. Cloud-level 

services provided by the Azure platform are introduced below. 



 

• Live service Users can visit Microsoft Live applications and apply the data involved across multiple 

machines concurrently. 

 • .NET service This package supports application development on local hosts and execution on cloud 

machines. 

• SQL Azure This function makes it easier for users to visit and use the relational database associated 

with the SQL server in the cloud.  

• SharePoint service This provides a scalable and manageable platform for users to develop their special 

business applications in upgraded web services.  

• Dynamic CRM service This provides software developers a business platform in managing CRM 

applications in financing, marketing, and sales and promotions. 

  



CLOUD SECURITY AND TRUST MANAGEMENT 

Cloud Security Defense Strategies 

Basic Cloud Security 

 Three basic cloud security enforcements are expected. First, facility security in data 

centers demands on-site security year round. Biometric readers, CCTV (close-circuit TV), motion 

detection, and man traps are often deployed.  

 network security demands fault-tolerant external firewalls, intrusion detection systems 

(IDSes), and third-party vulnerability assessment. 

 Finally, platform security demands SSL and data decryption, strict password policies, and 

system trust certification. 

 



A security-aware cloud architecture demands security enforcement. Malware-based attacks such as 

network worms, viruses, and DDoS attacks exploit system vulnerabilities. These attacks compromise 

system functionality or provide intruders unauthorized access to critical information.  

Here are some cloud components that demand special security protection: 

 

• Protection of servers from malicious software attacks such as worms, viruses, and malware  

• Protection of hypervisors or VM monitors from software-based attacks and vulnerabilities  

• Protection of VMs and monitors from service disruption and DoS attacks 

• Protection of data and information from theft, corruption, and natural disasters  

• Providing authenticated and authorized access to critical data and services 

 

Cloud Defense Methods 

 

 

 

 

 

 

 



Privacy and Copyright Protection 

Here are several security features desired in a secure cloud 

• Dynamic web services with full support from secure web technologies  

• Established trust between users and providers through SLAs and reputation systems  

• Effective user identity management and data-access management  

• Single sign-on and single sign-off to reduce security enforcement overhead  

• Auditing and copyright compliance through proactive enforcement  

• Shifting of control of data operations from the client environment to cloud providers  

• Protection of sensitive and regulated information in a shared environment 

 

Distributed Defense against DDoS Flooding Attacks 

The flooding traffic flows essentially with a tree pattern 

 

Successive attack-transit routers along the tree reveal the abnormal surge in traffic. This DDoS 

defense system is based on change-point detection by all routers. Based on the anomaly pattern 

detected in covered network domains, the scheme detects a DDoS attack before the victim is 

overwhelmed detection scheme is suitable for protecting cloud core networks. The provider-level 

cooperation eliminates the need for intervention by edge networks. 



Data and Software Protection Techniques  

Data Integrity and Privacy Protection 

Users desire a software environment that provides many useful tools to build cloud applications 

over large data sets. In addition to application software for MapReduce, BigTable, EC2, 3S, Hadoop, 

AWS, GAE, and WebSphere2, users need some security and privacy protection software for using the 

cloud.  

Such software should offer the following features:  

• Special APIs for authenticating users and sending e-mail using commercial accounts  

• Fine-grained access control to protect data integrity and deter intruders or hackers  

• Shared data sets protected from malicious alteration, deletion, or copyright violation 

• Ability to secure the ISP or cloud service provider from invading users’ privacy  

• Personal firewalls at user ends to keep shared data sets from Java, JavaScript, and ActiveX     

applets 

• A privacy policy consistent with the cloud service provider’s policy, to protect against identity 

theft, spyware, and web bugs 

 • VPN channels between resource sites to secure transmission of critical data objects 

 

Data Coloring and Cloud Watermarking 

the system generates special colors for each data object. Data coloring means labeling each data 

object by a unique color. Differently colored data objects are thus distinguishable. The user 

identification is also colored to be matched with the data colors. This color matching process can be 

applied to implement different trust management events. Cloud storage provides a process for the 

generation, embedding, and extraction of the watermarks in colored objects. 



 

 

 

 In general, data protection was done by encryption or decryption which is 

computationally expensive. The data coloring takes a minimal number of calculations to color or decolor 

the data objects. Cryptography and watermarking or coloring can be used jointly in a cloud 

environment. 

Data Lock-in Problem and Proactive Solution 

 Cloud computing moves both the computation and the data to the server clusters 

maintained by cloud service providers. Once the data is moved into the cloud, users cannot easily 

extract their data and programs from cloud servers to run on another platform. This leads to a data lock-

in problem. 

Data lock-in is attributed to two causes: lack of interoperability, whereby each cloud vendor has 

its proprietary API that limits users to extract data once submitted; and lack of application compatibility, 

in that most computing clouds expect users to write new applications from scratch, when they switch 

cloud platforms. 

One possible solution to data lock-in is the use of standardized cloud APIs. This requires building 

standardized virtual platforms that adhere to OVF, a platform-independent, efficient, extensible, and 

open format for VMs. This will enable efficient, secure software distribution, facilitating the mobility of 

VMs. Using OVF one can move data from one application to another. 

 

 

 



 

Trust Overlay Networks 

 

This trust overlay could be structured with a distributed hash table (DHT) to achieve fast 

aggregation of global reputations from a large number of local reputation scores. the designer needs to 

have two layers for fast reputation aggregation, updating, and dissemination to all users. 

At the bottom layer is the trust overlay for distributed trust negotiation and reputation 

aggregation over multiple resource sites. This layer handles user/server authentication, access 

authorization, trust delegation, and data integrity control. At the top layer is an overlay for fast 

virus/worm signature generation and dissemination and for piracy detection. This overlay facilitates 

worm containment and IDSes against viruses, worms, and DDoS attacks. 

The reputation system enables trusted interactions between cloud users and data-center 

owners. Privacy is enforced by matching colored user identifications with the colored data objects. The 

design is aimed at a trusted cloud environment to ensure high-quality services, including security. 



The cloud security trend is to apply virtualization support for security enforcement in data 

centers. Both reputation systems and data watermarking mechanisms can protect data-center access at 

the coarse-grained level and to limit data access at the fine-grained file level. In the long run, a new 

Security as a Service is desired. This “SaaS” is crucial to the universal acceptance of web-scale cloud 

computing in personal, business, community, and government applications. Internet clouds are certainly 

in line with IT globalization and efficient computer outsourcing. However, interoperability among 

different clouds relies on a common operational standard by building a healthy cloud ecosystem. 


